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Purpose of Document

The purpose of writing this document is to give feedback to Gunnar Carlsson (Ericsson) and Ben Bennetts (SJTAG Chair Emeritus)  regarding the proposal Gunnar is making to the SJTAG community and his proposal for work an MSc student is performing for him at Ericsson.  The original proposal may be found at: http://www.dft.co.uk/SJTAG/SJTAG@Ericsson-Nov2006/STAPL++%20Ideas.pdf.  I write this to try to capture my thoughts and ideas regarding this work as all this information, along with Gunnar’s, is important for the greater SJTAG community to hear and understand what is in the head and hearts of it Chairman and Vice Chairman of the committee.  Gunnar has set himself up as a straw man in being the first to get in line for critiquing his ideas and proposals.  For that I am thankful to Gunnar for his thick skin, openness, and frankness.  I also appreciate his passion on this subject and willingness to take risks to move the technology forward.  I could not ask for a better Vice Chairman.
Test Language Overview

The purpose of a language is to provide a formal way of describing a solution to a problem domain.  For humans it is to effectively communicate thoughts and ideas to one another.  For test, it is to describe what the tooling must do at specific instances in time and to respond appropriately to the outcome of the tooling events.

System Test Language Definition
The first question that needs to be asked is, "What is the problem domain the language will be working in?"  To say "System Test" is so broad of a subject that no single language would be able to encompass the whole domain and still fit within the limited resources available in a system – The IEEE Std 716-1989 Common Abbreviated Test Language for All Systems (C/ATLAS) is a case in point.  If we narrow the focus to specifically JTAG applications, we still have a broad problem domain, but also leave out some necessary synchronization to functions handshaking with the JTAG based tests.  A good example of this is coordinating the parallel interface test port of an IEEE Std 1500 instrument with the IJTAG control interface.  Another is the need to coordinate I2C operations with JTAG scan operations as demonstrated by Phillips this year at ITC.

A System Test Language needs to support the operations required at the problem domain as well a provide for extensibility to new innovations required due to changes in the domain over time and must provide the ability to interface to sibling domains that must interoperate with the targeted domain of the language.

Language Perspective

What I tried to present with my SJTAG Interface Perspectives presentation at BTW2006 (http://www.dft.co.uk/BTW2006/Presentations/BTW2006-Van-Treuren.pdf) was revealing there are different domains even in the JTAG realm that require different capabilities from a language.  For example, interconnect test just requires a static and very deterministic flow of JTAG scan operations (thus, SVF).  Programming devices with closed loop feedback on ad hoc programming sequences to get improved performance requires an extension of operations from that used for traditional test to be able to make decisions based on the results of a scan (thus, STAPL).  But, STAPL is based on a deterministic programming model (see definition in the IEEE Std 1532 standard).  What is needed for true concurrency of programming is the support of an adaptive programming model.  This is the reason for 1532.  Thus, the devices are programmed concurrently and also the decisions are made as to the flow of control at a device level and not at a predetermined scan level.  Therefore, the scan operations change at run-time based on the feedback from the device.  If you look at the implementations of 1532 support from the Lattice ispVM™ and the Altera STAPL player "support" of 1532 you will find they do nothing more than support a deterministic programming model with the advantage of programming multiple vendor devices concurrently but only based on the slowest device and not optimized for each device.  This is still better than using the pure ad hoc approach for programming.  The reason the implementations settle on a deterministic approach is because both implementations are based on a binary language design following the STAPL feature set.  The Xilinx JDrive performs an adaptive programming model, but does not program the devices concurrently.  Thus, industry still does not have a truly IEEE Std 1532 supportive tool set.
Programming of devices with the JTAG interface has introduced the change in thinking of the use of IEEE Std 1149.1 to support dynamic vector operations (vectors selected based on register state) that is no longer a single deterministic flow of operations involved for a device in contrast to the static vectors generated for traditional test and represented by SVF.

There is another problem domain using the JTAG interface that also requires the use of dynamic vector operations, but the operations are determined in a much different fashion.  This domain is processor emulation.  With emulation, the vectors are not determined by some algorithm but by the request of a software developer for information or setting specific values or changing the state of a processor.  Therefore, entire JTAG sequence flows are neither repeatable nor deterministic.  The traditional languages used for test are not appropriate for supporting the emulation domain.  However, the primitives used in the test languages are still required by the emulation tooling.  Therefore, we may conclude there is some level of commonality of all JTAG domains for a specific set of primitives in the language that must be supported for the entire JTAG problem domains to be supported.
Flow Control Perspective
The following sections attempt to enlighten the reader about the different aspects of flow control required by the broad System Test overall problem domain.

Flow Control within a TestStep
Specific operations applied to a Unit Under Test (UUT) to perform a specific operations representing functional aspects of a test  (e.g., Interconnect test, Erase, Program, Verify) are applied as a set of operations as a whole on a single UUT.  This set of operations is defined as a TestStep or Action of a sequence of operations performed during system test.  This has been traditionally provided by SVF and STAPL languages.  To support dynamic programming algorithms and adaptive programming algorithms there must be a level of flow control support in a test vector language to be able to provide the necessary decision process required to adapt to dynamically changing states of the UUT.  This is quite different from the ability to select a different TestStep based on the result of another TestStep.  Most of this capability is provided via STAPL.
Flow Control outside a TestStep

Once a TestStep has completed its application, the system needs to determine which TestStep needs to be applied next.  This decision process is at a higher level in the software hierarchy then at a UUT control level and is outside the scope of a TestStep (set of test operations).

The STAPL language provides an overlap in this area as it allows for multiple TestStep facilities to be co-resident in the same STAPL file (e.g., ERASE, PROGRAM, VERIFY).  A user of a STAPL program may request that the ERASE, PROGRAM and VERIFY operations take place as a single autonomous operation that is specified at run-time on the STAPL player’s command line.  This is an implementation of the STAPL player and should not be confused with the application by the language itself.  The advantage of STAPL is to be able to reuse common procedures required by all operations (e.g., IDCODE verification).  How I deal with this inside our Test Flow Control Language™ (TFCL™) is to treat the functional aspect as the TestStep object for STAPL files and tune the TestStep object in using the appropriate command set to the player.  TFCL may reuse the same STAPL file but implemented as separate TestStep objects where each TestStep embodies the unique procedure call (e.g., ERASE, PROGRAM, VERIFY) for that specific application target.  Thus, STAPL can control the flow control within the UUT sequence of operations and TFCL takes control of the flow control between the TestSteps.
Concurrency of Test

Concurrency Access
As designs get larger and more complex, the time it takes to test and configure the system grows.  It is imperative that test and configuration takes advantage of concurrency to reduce the overall time it takes to test and configure a system.  Support for concurrency of operations is something that has to be designed into a product from day one.

Affects of Architecture

Test architectures within a system play a major role in the way a system may be tested concurrently.  Traditional multi-drop JTAG is fundamentally prohibitive to concurrency because of the sharing of a single test bus resource by all UUTs in the system.  Thus, alternative approaches like UUT JTAG self test are necessary to meet time constraints and to allow for asynchronous, parallel testing to take place.  Depending on the self test architecture, a UUT may end up with reduced test coverage and/or diagnostic resolution implementing that solution.  The advantage with UUT JTAG self test is that the test data resides on the UUT and is managed by the UUT itself.  A trouble with the multi-drop architecture is the testing is performed by a resource outside the UUT.  Thus, the tester has been required to maintain or obtain the appropriate test data for the targeted UUT.  This becomes difficult as new designs are installed in the system.  At ITC2005 I presented the case for what I call Plug ‘n Play Boundary-Scan using JTAG accessible configuration PROMs on each UUT where the test data would reside and use the multi-drop JTAG bus to obtain the data back to the off-UUT tester.  To perform such operations the traditional test languages of SVF and STAPL were inadequate for the task of extracting the data and placing the data in the memory of the off-UUT tester while coordinating the use of this data for the test.  However, the test primitives required to support SVF and STAPL were reusable to support this task.  I needed to write a new language and TestStep for TFCL to accomplish this task.  This example shows that STAPL is unable to extend into aspects necessary to support the infrastructure of test and configuration in the future as a cost effective and efficient architecture.
Concurrency of Devices

To better support shorter programming times of FPGAs a strategy of concurrent programming is required to meet system boot requirements where JTAG is used as the primary programming medium for these devices.  If JTAG may be used for the power up programming of the FPGAs, a cost reduction of the board is possible by eliminating the configuration PROMs used by many designs today to obtain the level of concurrent configuration required by system boot requirements.  As shown before, the tooling for concurrency is not optimal and does not support the entire feature set as prescribed by the IEEE Std 1532 standard.  Thus, the full capability of concurrent programming is really being restricted to what current test vector languages may support – deterministic programming instead of adaptive programming.  Further, the current test vector languages at best represent the functional state of the boundary-scan devices as an aggregate vector of bits loosing the true meaning behind the bit patterns.  It would be ideal to represent the various functions of a device individually with specific vector variables like what are represented in each BSDL file (see my BTW2006 presentation cited above).  This way, more adaptive programming could be accomplished at run-time because the individual device functionality would be represented individually.  Then a vector segment of the aggregate vector would be able to be manipulated in pseudo isolation based on the functionality of the device behavior instead of force fitting the entire vector over time deterministically.

STAPL++ and Concurrency

Gunnar Carlsson’s proposal for STAPL++ begins to address these issues through his CLASS and INSTANTIATE directives extending STAPL.  However, the current proposal for concurrency is inadequate to fully ensure exclusivity of the data and vector information during the concurrent processing steps inside the PARALLEL block definition.  There needs to be additional exclusion features/tools available in the language to begin to ensure proper exclusivity of the data used by the scan operations to ensure the data is not being modified out of order in each thread of execution.  The greatest difficulty I have with the current STAPL++ proposal for concurrency is that of synchronizing the threads with the scan operations.  It is possible to write one thread that performs a SCANIR operation first where another thread performs a SCANDR operation first.  Therefore, the language is ambiguous as to what synchronizing event is to take place first.  Further, one thread may try to modify the same bits being modified by another thread because they are operating on the same device object (CLASS) instance.
Gunnar’s proposal is a good start to begin thinking about and critiquing the merit of concurrency in a test vector language as well as uncover the issues associated with supporting a complex environment in an already constrained resource in the system.  I think it is only a start in discovering what is really needed for the future.

Language Attributes and Features

Scripting languages came into existence to solve the needs of specific problem domains.  Many languages have been more flexible than others and have been able to be used outside of the domain they were designed for.  One such language is Tool Control Language (TCL).  Other scripting languages that have proven to be quite useful in their problem domains are:  Python, Perl, and Ruby.  General purpose languages that primarily target the web domain are Java and C#.  What makes these languages so useful and yet flexible?  They all have the attribute of extensibility – they all can have features added without modifying the language itself.  Each of these languages allow for a programmer to define additional packages, modules, or libraries that may be used within the semantics and syntax of the language definition to provide additional features to the language.  For example, TCL is able to define the use of a TCOM module that provides access to the Microsoft COM interface.  Invocation of the COM methods is no different than calling existing TCL functions.  Thus, the extended capability is provided without the need to change the way the language performs similar operations.  Further, languages like Ruby with the Rails module extension included performs web related actions in a few lines of code that would take pages of code in Perl or Python – all with using existing semantics and syntax as defined in Ruby.
Java and C# are a bit different in that they provide lower level language features as well as high level features.  They also provide some important object oriented features.  They both provide the concept of object reflection – the ability for an object to describe itself programmatically.  Object reflection becomes quite a powerful tool in combination with the extensibility of the language.  It is possible within Java and C# to add a module that conforms to a specified interface definition that will itself describe how it works.  It is this notion of reflection that becomes important in expanding the capabilities of a language while using the same primitive command.  Both these languages support the concept of polymorphism – the ability to act like the general interface even though the object is a special type of object that implements a different behavior than other objects of the same interface.  With the reflection and polymorphism, code may be written specifically for the interface specification and behave in a specialized manner at run-time because of the features specified by itself as noted by the reflective interface description.
TFCL was written to take advantage of both extensibility and reflection.  The difference is that the object definition (the reflective information) is not defined within the language but contained in the object data as persistent data of the object state upon initialization.  Thus, the language always calls a TestStep interface using the APPLY statement no matter what type of TestStep is defined externally.  It is at run-time that the reflective nature of the object is used to dynamically construct up the extension required for the object to run.  It is this technology that is covered by our submitted patent.  My Lucent managers have been discussing the merits of releasing the TFCL technology to the public.  Unfortunately, the Alcatel-Lucent merger only delays the discussion as new managers must get involved.
Conclusions

First, I am not convinced that STAPL++ will be able to support all the aspects of system test needed for the future.  Second, I do not feel the level of control achieved with STAPL++ is going to be beneficial in managing the overall flow of the TestStep operations as I describe in my BTW2006 presentation.  However, I do feel STAPL, especially STAPL++, could handle the flow of control for certain TestStep internal flows required.  Third, I do not feel STAPL++ has expanded sufficiently to support new features required to support new innovations that will evolve for the use of JTAG in a system.  I have already proven in this writing that the current flow control and command set of STAPL is inadequate to support the features required for true adaptive programming 1532 and my Plug ‘n Play capability to improve the usefulness and cost reduction while using a multi-drop architecture.
To better use STAPL++ it might be worth while to write a new language based on STAPL that truly takes advantage of the object oriented modeling of a problem space.  After all, STAPL had its origins from SVF providing additional features not available from SVF.  This is why SVF may be translated into STAPL.  STAPL was not written by linguists nor was it written by object oriented experts in the flair of an OO program.
I think the MSc activity will conclude that the current STAPL facility is quite inadequate to support the needs in the future when diagnostics in needing to be added to the program space.  With an object oriented architecture, diagnostic information could be married with the vector information as part of the INSTANTIATE blocks of the code into variables defined in the CLASS block.  Then, a failure encountered on specific bits would be reportable using information in the original user’s name space instead of a bit location, a complete scan vector, or just noting there was a failure.  At least this was a conclusion Rod Tulloss and I had while working on an SVF-II language to address diagnostics across vendor platforms back in the early 1990s.
Overall, I think the project proposed by Gunnar is a necessary piece of work to further understand the issues of concurrency in the embedded test facility.  I think all will agree that the current view of STAPL++ will not be able to stand on its own as the SJTAG language of the future.
